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Abstract. Particle identification is very often crucial for providing high
quality results in high-energy physics experiments. A proper selection of
an accurate subset of particle tracks containing particles of interest for a
given analysis requires filtering out the data using appropriate threshold
parameters. Those parameters are typically chosen sub-optimally by using the so-called “cuts" – sets of simple linear classifiers that are based
on well-known physical parameters of registered tracks. Those classifiers
are fast, but they are not robust to various conditions which can often
result in lower accuracy, efficiency, or purity in identifying the appropriate particles. Our results show that by using more track parameters
than in the standard way, we can create classifiers based on machine
learning algorithms that are able to discriminate much more particles
correctly while reducing traditional method’s error rates. More precisely,
we see that by using a standard Random Forest method our approach
can already surpass classical methods of cutting tracks.
Keywords: Monte Carlo tracks, Random Forest classification
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Introduction

Particle identification (PID), i.e. the identification of the mass and flavour
composition of particles produced during a collision, is very often a first preprocessing step of a typical analysis in high energy physics experiments. It is
of a particular importance in the case of ALICE (A Large Ion Collider Experiment) [1], one of the experiments of the Large Hadron Collider (LHC) [2], whose
goal is to study all aspects of ultra-relativistic heavy-ion collisions (lead–lead
(Pb–Pb)) in order to measure the properties of the Quark-Gluon Plasma [3, 4].
ALICE is a complex detector composed of 18 different detection systems that
employ various methods of interaction with highly energetic particles to measure
physical phenomena.Thanks to the complexity of detection systems, a separation
of signals left by different particle species is possible in a very broad momentum
range, from around 100 MeV/c up to around 10 GeV/c, making ALICE the
most powerful of the LHC experiments in terms of PID capabilities.
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PID requires filtering out a signal corresponding to a given particle species
from signals produced by other particle types. This is typically achieved by applying certain threshold parameters on the deviation of the signal in a given
detector from its nominal value. Those parameters are typically chosen by using
the so-called “cuts" – sets of simple linear classifiers which remove unwanted
data below or above a given threshold value. This method works well when the
signals are well separated from each other and information from one detector is
sufficient. Yet, when they start to overlap and proper combination of the PID
data from two or more detectors is required, setting correct threshold values becomes unintuitive and non-trivial. The sub-optimality of such approach typically
results in low accuracy, efficiency, or purity of the sample of selected particles,
hence reducing available data and reducing statistical power of physical analyses.
In this paper, we address the above-mentioned shortcoming of the currently
used method and we propose to improve the selection of particles using machine learning methods. More precisely, we propose a set of classifiers, called the
Random Forest [5], that are trained specifically to improve the discrimination
between particle types. The classifiers improve the sensitivity, defined as a ratio
of correctly classified signal particles to its total amount, over the currently employed method, while not decreasing the precision of the method. In this paper,
we show how a state-of-the-art Random Forest classifier can be used to solve
the address the problem of particle identification. We evaluate the quality of the
proposed selection method and compare it with the traditional method, proving that our approach can significantly outperform the currently used algorithm
both in terms of the number of correctly classified particles and the error rates
of their selection.

2

Particle identification with TPC and TOF

PID of light-flavour charged hadrons (pions, kaons, protons), the most abundantly produced particles in heavy-ion collisions, is usually performed using two
ALICE detectors, that is the Time Projection Chamber (TPC) [6] and the TimeOf-Flight system (TOF) [7]. Understanding the detector response of both of them
is crucial for any PID technique.
The TPC – the main tracking device of ALICE – is a cylindrical gaseous
detector which provides, for a given particle, measurements of the mean energy
loss per unit path length, hdE/dxi, from up to 159 independent dE/dx measurements along its trajectory. The hdE/dxi as a function of particle’s momentum
p is described by the Bethe-Bloch empirical formula, whose parameters depend
on various factors, including the detector intrinsic resolution, track reconstruction details, parameters of the gas, and others [8]. The distribution of measured
hdE/dxi around the value expected from the Bethe-Bloch parameterisation has
a Gaussian profile with a standard deviation σTPC . Therefore, the best PID
estimator for the TPC detector is defined as a distance, in numbers of standard deviations NσTPC , of the measured hdE/dxi to the nominal signal from the
Bethe-Bloch curve.
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The TOF detector provides the measurements of velocity of a charged particle by measuring its time of flight tTOF over a given distance along the particle
trajectory l. The arrival time is measured by employing the Multigap Resistive
Plate Chamber technology which have an intrinsic resolution of 80 ps. For each
particle type the measured arrival time, tTOF , is compared to the nominal (expected) time, texp . The former is defined as a difference between the arrival time
in TOF and the event collision time, evaluated using a sophisticated procedure
(for details see [9]), while the latter is the time it would take for a particle of
a given mass to travel from the interaction point to the TOF. The distribution
of the arrival time measured in TOF around the expected time has a Gaussian
TOF
profile with a standard deviation σPID
. By analogy, the best PID estimator for
the TOF detector is defined as a distance, in numbers of standard deviations
TOF , of the measured arrival time tTOF to the nominal signal texp . In practice,
NσPID
tTOF is often expressed as β = v/c, where v = l/tTOF is the particle’s velocity
and c is the speed of light.
Figure 1 shows typical TPC energy loss and TOF velocity measurements as
a function of particle’s
√ momentum from proton–proton collisions at the centerof-mass energy of s = 13 TeV measured by ALICE.

Fig. 1. Results of the measurements of (left) the energy loss in the TPC with lines
corresponding to Bethe-Bloch parameterisation and (right) particle’s velocity β in the
TOF detector as a function of particle’s momentum.

3

Baseline PID method

The typical approach to the PID involves applying simple linear selection criteria
TPC
where single cut-off values are used to accept or reject tracks with specific N σPID
TOF
and N σPID based on particle’s momentum. They are often chosen arbitrarily
depending on the goals of the analysis (i.e. whether maintaining the very high
purity of the selected sample is required) and experience of a scientist performing
the study. In addition, other parameters of the track which may be relevant for
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PID in a non-trivial way are omitted. Finally, adjusting the cut-off values in
order to achieve the desired parameters of the sample requires a lot of time and
effort on the physicists side.
Some alternative approaches for PID exist, e.g. the Bayesian PID [10], which
relies on Bayesian probabilistic approach to the problem of particle identification.
Although this method was proven to provide higher signal-to-noise rations, it is
not widely used in practice yet and therefore in this work we use the traditional
PID as a baseline for our method.

4

Our approach

In this paper, we propose an approach for machine learning-based PID that is
based on the Random Tree method [11]. More precisely, we choose a classifier,
called the Random Forest [5], that uses numerous random decision trees to classify given observation. In this section, we describe the method and justify its
selection for our application.
4.1

Random Forest algorithm

Random Forest is an ensemble of decision trees that generate the classification
decision based on a set of sub-decisions. In each decision tree, attributes are
represented as nodes and classifier’s decisions as leaves. Each node is created by
selecting best attribute from the fixed size random subset of attributes used to
train current tree. Their quality might be assessed via calculating entropy gain
for each attribute or its Gini index, which is defined as probability of wrong
classification while using only a given attribute. Each node splits a dataset into
two subsets, trying to maximize the chances that the samples of the same class
end up in the same subset. If one of those subsets has low number of data samples
from other classes, it is converted into a leaf and no further splitting is needed.
Minimal impurity of a node needed for this to happen equals zero by default,
but can be modified as one of classifier’s hyper-parameters. The whole process
is then repeated to create new nodes. In a classical approach, Random Forest
trees are not pruned in any way and those steps are repeated until all leaves are
created.
The Random Forest classifier has several hyper-parameters that can be tuned:
–
–
–
–
–

number of decision trees inside the forest
maximum depth of each decision tree
minimal impurity of a node for it to be converted into a leaf
maximum number of attributes used per tree training
minimal impurity decrease of resulting subdatasets for a node to be created

The final classifier is created by training multiple decision trees. When final
classification is to be made, each of the tree processes the data independently.
Then, the final decision is chosen as a result of majority voting from all trees
inside the forest.
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Unique properties of Random Forest

In the context of PID, processing high amounts of data at large speed is essential. This is why the Random Forest classifier is a perfect fit. Thanks to its
simplicity and ability to scale horizontally1 , the classification decision process
can be sped up not only by increasing the computational power, but also by
using more machines. Many independent training processes on separate datasets
can be parallelized on separate machines and later all resulting decision trees
can be simply aggregated into a single classifier. This approach enables to fully
exploit the potential of GRID [12], a global collaboration of more than 170 computing centres in 42 countries providing global computing resources to store,
distribute and analyse enormous amounts of data as part of CERN’s computing
infrastructure.
Additionally, the Random Forest classifier is very resistant to overfitting.
Overfitting is a common phenomenon known in machine learning which defines
the situation when the classifier loses its ability to correctly classify samples outside of a training dataset, because its parameters are over-tuned on the training
dataset.
Another advantage of the Random Forest over other machine learning methods, such as Support Vector Machines, is its interpretability. The analysis of the
parameters used for a given split is straightforward and does not require any
additional tools. Thanks to this property, we can create a simple set of ’sanity
checks’ to see whether particle classification is based on a complimentary set of
attribute choices rather than some hidden correlations within our dataset.
Finally, the Random Forest classifier is used in numerous applications across
domains, e.g. genetics – to identify DNA binding proteins [13] – or medicine –
to classify diabetic retinopathy [14]. This wide adoption of the Random Forest
method indicates the potential of this method and leads to a significant amount
of resources, such as tutorials, publications and libraries, that can be found in
the Internet and used to improve the final performance.
4.3

Implementation

In our work, we use a Python implementation of the Random Forest [5] classifier
provided by scikit-learn package [15], instead of the ROOT environment, which
is widely used at CERN and it is in fact our ultimate production environment.
We use Python for development purposes, as it offers a diverse set of tools
used in both machine learning and data engineerings tasks. Thanks to C and
Fortran snippets of code integrated in the Python backend, all calculations are
efficient while a high level of API abstraction enables relatively easy code development. As we envision ROOT as our final production envrionment, we maintain
a full integration between those two distinct systems by using external libaries
1

Horizontal scalability is an attribute of a system, which may be expanded by adding
new nodes (machines, servers, computers), rather than by only increasing computing
power of existing ones.
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that allow us to convert CERN datatypes into most commonly used Python one
– pandas DataFrame [16]. After the conversion is done we can use Python tools
not only to train a classifier, but also to evaluate its performance and tune its
parameters.

5

Experiments

In this section, we describe the results of a comparison between our approach and
the traditional PID method. Both methods are used to perform a binary classification with kaon particles labeled as a signal and all other non-kaon particles
as a background. We choose kaons, as they are the most abundantly produced
particles in a typical pp collisions and, therefore, an excellent use case for our
PID algorithm.
The remainder of this section is organized as follows. We first present the
dataset generated using Monte Carlo simulations that we use in our evaluation.
We then present the results of the initial experiments that aimed at determining the importance of input parameters for the final classification task. We then
outline the final results of our evaluation which showsbb that the proposed Random Forest classifier significantly outperforms currently used PID methods in
the binary discrimination task of the kaon particle classification.
5.1

Dataset

As our dataset,
we use Monte Carlo proton–proton data at the center of mass
√
energy of s = 7 TeV, generated by PYTHIA 6.4 [17] model, Perugia-0 [18] tune.
After generating the particles,we transport (process) them using GEANT3 [19]
package, simulating the passage of the particles through the detector medium.
We also perform a full simulation of the detector response as well as the reconstruction of full trajectories of the generated particles. The experimental conditions correspond to 2010 data-taking period. This way, we obtain over 269,272
particle tracks with the associated label determining its particle class, in our
case kaon vs non-kaon. This information is crucial for classifier training as we
can then cast the PID as a classification problem and assess the performance of
the Random Forest classifier when solving it.
For completeness, we present here the exact criteria used to select particle
trajectories that form our dataset:
– for tracks with pT > 0.5 GeV/c the combined information from both the
2
2
2
K
K
K
TPC and TOF was used, Nσ,PID
= Nσ,TPC
+ Nσ,TOF
, resulting in a
K
a
circular cut in the Nσ,TPC
and Nσ,TOF
space,
– for tracks with pT < 0.5 GeV/c, where only a few have an associated signal
K
K
in the TOF and information only from the TPC was used Nσ,PID
= Nσ,TPC
.
For each of the particle trajectories, our dataset contains 36 attributes that
can be used as an input of the classification method:
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– β = v/c – particle’s velocity measured in TOF relative to the speed of light
c,
– px , py , pz – components of the particle’s momentum along x, y, z directions,
respectively,
q
– p = p2x + p2y + p2z – total momentum of a particle,
– No. of TPC clusters – number of TPC clusters belonging to a given particle
track,
– TPC signal – mean energy loss signal measured the TPC detector,
p
e
π
K
, NσTPC
– difference expressed in units of standard
, NσTPC
– NσTPC
, NσTPC
deviation σ between the measured and the expected signals for a pion, kaon,
proton and electron from the TPC detector, respectively,
p
e
π
K
, NσTOF
– difference expressed in units of standard
, NσTOF
– NσTOF
, NσTOF
deviation σ between the measured and the expected signals for a pion, kaon,
proton and electron in the TOF detector, respectively
– cov0-20 – components of a covariance matrix between x,y,z spatial coordinates and the components of the particle’s momentum along x,y,z directions.
5.2

Attribute importance

To understand the impact of each of the 36 attributes on the final classification
results, we train our Random Forest classifier using only subsets of attributes,
i.e. exluding the attribute whose importance we evaluate. We then measure the
deterioration of the classifier performance by calculating the difference in purity
(recall) between the classifier trained with a full set of attributes and without
the evaluated one. We call this metric mean impurity decrease and Fig. 2 shows
the resulting values for all attributes. One can clearly see that the attributes
linked to differences between the observed and expected signals are the most important attributes and, in fact, they confirm the selection of attributes used for
the traditional PID method, which is based exactly on those metrics. Nevertheless, the results also show that other parameters, e.g. TPC signal and covariance
matrix components, bear a significant portion of information and can indeed improve the performance of a PID method. Their tuning, however, is cumbersome
and therefore not used in the traditional PID, while our automatic classification
method based on Random Forests can easily exploit this information to improve
PID performance, as we present in the next section.
5.3

Parameter tuning

We tune the hyper-parameters of our approach using a mean cross-validation
score of F1 function computed on the binary classification task. Fig. 3 shows
the results of the a set of experiments performed with different number of decision trees. One can see that the performance of our Random Forest method
for PID saturates for more than 100 trees and we use this value in the following
experiments.
Using a similar set of experiments, we tune the other parameters of our
method. The final set of values used in the rest of our work can be found below:
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Fig. 2. Contribution of various track parameters to the overall PID from the training
of the classifier. The highest importance matches parameters used in traditional PID,
which proves correctness of this approach.

–
–
–
–
5.4

maximum depth of each decision tree: infinite
minimal impurity of a node for it to be converted into a leaf: 0.0
maximum number of attributes used per tree training: 5
minimal impurity decrease of resulting subdatasets for to create a node: 0.0
Evaluation protocol

As our evaluation metrics, we use standard PID quantities: the PID efficiency
and purity. They are defined in Eq. (1) and Eq. (2), respectively:

Efficiency =

Purity =

number of tracks correctly classified as a given particle specie
,
number of all tracks of a given particle specie available in the sample
(1)

number of tracks correctly classified as a given particle specie
. (2)
number of tracks classified as a given particle specie

Those metrics can be closely related to precision and recall metrics, widely
used in the machine learning community.
5.5

Results

Here, we present the final results of the performance of the traditional PID and
our method. Fig. 4 and 5 show a comparison of the efficiency and purity of the
traditional and ML-based PID methods of charged kaon selection as a function of

Using Random Forest Classifier for PID in the ALICE Experiment

9

Fig. 3. Mean cross-validation score, using F1-score function to determine the best
number of estimators for Random Forest classifier.

particle’s transverse momentum pT . Overall, our proposed approach significantly
outperforms the traditional method, across both metrics.
The achieved values of PID efficiency and purity, when integrated over pT ,
are the following:
– for traditional PID the efficiency is 80.68% and the purity of the kaon sample
is 88.22%,
– for the Random Forest the obtained efficiency is 97.31% and the purity of
the kaon sample is 97.55%.
While maintaining similar or higher purity levels, the Random Forest classifier achieves much higher overall efficiency than the competing traditional PID
method. It is especially visible for particles with transverse momentum pT inside
range from 0.5 GeV /c to 2.0 GeV /c, where the performance improvement of the
Random Forest reaches up to 20% in terms of PID efficiency. Furthermore, the
Random Forest achieves over 35% boost in purity over the traditional method
for particles with transverse momentum pT higher than 2.0 GeV /c. Overall, the
proposed Random Forest method provides statistically relevant improvement
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Fig. 4. Comparison of PID efficiency as a function of pT of the kaon selection between
the traditional PID method and the Random Forest classifier.

across both metrics and transverse momentum levels over the traditional PID
method.

6

Conclusions

In this paper, we compared the traditional PID procedure with a novel approach
that is based on a machine learning classifier. Our evaluation results show that
the approach based on a Random Forest classifier achieves higher purity and
efficiency levels in the context of binary classification task of kaons. The improvement of our method reaches up to 20% in terms of efficiency and over 35%
in terms of purity. Not only did our approach yield better results, but it also
significantly decreases the amount of human labor that is necessary to achieve
this score. With the ability to scale horizontally with distributed systems, our
approach seems to offer a promising alternative to the currently used and computationally expensive methods. This is especially true for analyses which require
to massive datasets that cannot fit in a memory of a single machine. Thanks
to the proposed machine learning-based method, it possible to exploit larger
datasets and obtain higher quality classifiers for the particle identification task.
One important limitation of our method is that it depends greatly on how well
the Monte Carlo simulation describes the real data experiment. Although there
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Fig. 5. Comparison of purity as a function of pT of the kaon selection between the
traditional PID method and the Random Forest classifier.

is still place for improvement, we believe that the results presented in this paper
can serve as a proof of the potential offered by machine learning algorithms and
the Random Forest classifier in particular. Given its performance boost, we are
certain that this kind of machine learning approaches can be successfully incorporated in the ALICE Experiment, increasing the quality of high-energy physics
results.
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